
Rob Caswell | @linkedin.com/in/rob-caswell3 

Authority Engineering: An Ontology of Authority, 
Consequence Seams, and Consequence 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Rob Caswell 

Authority Engineering 

May 2026 

  

Published by Cyber Terrain LLC | cyberterrain.ai DOI: https://doi.org/10.5281/zenodo.21742239



CYBER TERRAIN

Publication Record

Authority Engineering: An Ontology of Authority, Consequence Seams, and
Consequence

Author: Rob Caswell

Publisher: Cyber Terrain LLC

Published: 2026-05-01

Zenodo version: v1.0

DOI: https://doi.org/10.5281/zenodo.21742239

Website: https://cyberterrain.ai/papers/authority-engineering-ontology.pdf

Corpus Context

Corpus: Authority Engineering

Document ID: AE-ONT-0001

Object family: AE-ONT-0001

Publisher-imprint edition prepared for versioned republication.
The prior Zenodo record remains the citable record until its new version is published.

© 2026 Cyber Terrain LLC. All rights reserved.



Rob Caswell | @linkedin.com/in/rob-caswell3 

Abstract 

Modern governance, security, risk, and control systems are built upon a historically stable but 
increasingly obsolete axiom: that the execution of an action and its consequence are 
functionally concurrent. In traditional architectures, regulating execution was isomorphic to 
regulating consequence. The rise of autonomous agents, decentralized infrastructure, machine-
speed execution, and recursive computational systems has permanently decoupled these two 
domains. Execution has become an un-governable mechanistic detail; consequence remains 
the true, yet increasingly un-mapped, object of interest. 

This paper introduces Authority Engineering (AE), a formal ontology designed to govern 
environments where execution and consequence are structurally separated. By subjecting 
historical governance concepts to a primitive elimination and regeneration framework, we isolate 
three irreducible primitives: Authority, Consequence Seams, and Consequence. We 
demonstrate that all higher-order architectural properties—including governance, sovereignty, 
delegation, and risk—are not independent variables, but emergent phenomena generated 
exclusively by the interaction of these three primitives. 

1. The Surface: The Collapse of the Execution-Consequence Concurrency 

For decades, an invisible structural assumption underpinned the design of all human and 
computational control systems: the execution of an act and the realization of its consequence 
occupied the same governable horizon. 

Traditional Paradigm (Compressed): 

[ Human/System Action ] ---> ( Execution ≡ Consequence ) [Simultaneous / Coupled] 

Whether a human signed a physical wire transfer, an operator initiated a system deployment, an 
administrator mutated a production configuration, or a manager authorized an expenditure, the 
coupling was tight. Because the latency between the initiation of the act and the materialized 
reality of the act was negligible, regulating execution was functionally equivalent to regulating 
consequence. Control frameworks (e.g., COBIT, NIST, Identity and Access Management 
architectures) were thus engineered to intercept, validate, and log execution. 

Autonomous and highly decoupled systems break this paradigm entirely. Today: 

• Time-Dilation: Actions are taken by autonomous entities long before their downstream 
consequences become binding. 

• Path-Complexity: Authority traverses multiple intermediate, cross-jurisdictional, and 
automated systems before a state transition occurs. 

• Agency-Decoupling: Human intent is translated into recursive, self-directed machine 
logic (such as smart contract factories or autonomous agent swarms), leaving execution 
highly observable but fundamentally decoupled from immediate oversight. 

When execution and consequence split, a critical governance failure emerges: the object 
organizations ultimately care about is not execution itself, but consequence. Yet, contemporary 
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security and risk disciplines remain pathologically fixated on monitoring execution parameters, 
leaving them blind to the structural path through which authority mutates into systemic 
constraint. 

2. The Reveal: Execution is No Longer the Final Regulated Object 

Authority Engineering exists because execution is no longer the final regulated object. 
Traditional approaches implicitly treated execution as the point at which consequence became 
governable. Authority Engineering begins from a different observation: 

The Paradox of Consequence cannot be regulated at the point of consequence. Once a 
consequence occurs, the state transition is spent; regulation is no longer preventative, but 
forensic. 

Conversely, treating execution as the primary checkpoint is equally flawed in autonomous 
environments, as execution state no longer reliably predicts ultimate consequence state. 

Therefore, consequence can only be regulated by governing the trajectory of authority before it 
crosses into binding state transitions. This insight exposes a deep, latent topology within 
complex systems. The traditional taxonomies of control—"approvals," "workflows," "roles," and 
"identities"—are superficial representational layers. The foundational architecture of any risk-
bearing system consists exclusively of Authority, Consequence Seams, and Consequence. 

The Authority Engineering Field:  

[ Authority ] ========> ( Consequence Seam ) ========> [ Consequence ]  

(Potential)            (The Threshold)       (Binding State) 

3. Structural Derivation: Primitive Elimination and Regeneration 

To establish Authority Engineering as a rigorous foundational discipline, we performed a 
primitive elimination exercise across the concepts that historically composed control and risk 
theory. 

The candidate set included: Authority, Traversal, Realization, Execution, Consequence, 
Authority Surface, and Authority Path. Each object was subjected to systematic elimination and 
stress-tested against a core ontological question: Can the theory function without this object, or 
does the object inevitably regenerate as an irreducible requirement? 

The Elimination Mechanics 

• Execution: Eliminated. Execution is mechanistic, not ontological. It represents the 
physical or computational implementation of a path, but possesses no intrinsic 
governance value isolated from the potential state changes it carries. 

• Traversal: Eliminated. Traversal is derivable as a vector function describing the 
movement of Authority along an Authority Path. 
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• Authority Surfaces & Authority Paths: Eliminated as primitives. These are structural, 
geometric representations of reachable state spaces, fully derivable from the interplay 
between Authority and boundaries. 

• Realization: Eliminated. Realization is merely the temporal or logical event horizon 
defined by the Consequence Seam. 

Through rigorous reduction, only three irreducible primitives consistently survived elimination. 
Everything else regenerated from their structural interactions. 

4. The Formal Ontology 

The universe of Authority Engineering is defined entirely via three discrete, irreducible 
primitives. 

4.1 Authority 

Authority is the capacity to determine consequential futures. It is not merely access or 
permissions within an identity system; it is the capacity to influence which consequential futures 
remain reachable within a defined system boundary. 

4.2 Consequence 

A Consequence is a binding state transition that materially constrains the future state space of 
the system. 

It does not require absolute irreversibility. A financial transaction can be refunded; a user 
privilege can be stripped; a deployment can be rolled back. However, the original transition was 
nonetheless a consequence because it deposited a material constraint on the system's future. 
The rollback itself is not an undoing of history, but a subsequent consequence requiring its own 
authority, its own path, and its own consumption of systemic resources to alter the newly 
constrained reality. 

4.3 The Consequence Seam 

The Consequence Seam is the explicit or implicit boundary at which authority-bearing possibility 
transitions into binding consequence. It is the critical phase-shift horizon within a system where 
potentiality hardens into fact. 

5. Category Boundaries: Why This Is Not Security, Governance, or Risk 

Because Authority Engineering addresses elements of systemic control, it is easily confused 
with existing enterprise disciplines. However, AE operates at a different logical layer. It does not 
replace security, governance, or risk management; it exposes the structural topology they all 
rely upon to be effective. 

To establish clear category boundaries, we must isolate their fundamental concerns: 
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• Security regulates protection. It is preoccupied with threat models, vulnerability surfaces, 
encryption, and the defense of assets against unauthorized access. 

• Governance regulates legitimacy. It defines policies, organizational structures, 
compliance mandates, and the rules of institutional alignment. 

• Risk estimates uncertainty. It calculates the probability and impact of adverse events to 
inform business decisions and appetite. 

• Authority Engineering studies how authority becomes consequence. It is an architectural 
and structural discipline. It does not ask if an action is malicious (security), if it is policy-
compliant (governance), or what its financial impact might be (risk). It maps the factual 
path through which potentiality traverses a system to alter its state. 

Without Authority Engineering, security protects arbitrary boundaries that may not align with 
actual impact, governance issues policies that automated execution layers simply bypass, and 
risk calculates probabilities based on an incomplete map of systemic reality. AE provides the 
structural blueprint that allows these secondary disciplines to function in highly automated 
environments. 

6. Pressure Testing: Adversarial and Complex System Analysis 

To verify the universality of this three-part ontology, the model must be pressure-tested against 
systems designed to obfuscate, distribute, or automate control. In each of these difficult 
archetypes, attempts to eliminate the Consequence Seam repeatedly fail, forcing the boundary 
to regenerate under different names. 

6.1 Autonomous Agent Swarms (LLM/API Orchestrations) 

• The Environment: A decentralized network of LLM agents generating code, interacting 
via dynamic API keys, and auto-funding their own sub-agents to achieve an abstract 
optimization goal. 

• The Failure of Traditional Control: Monitoring "execution" is impossible due to the infinite 
variation of semantic prompts and machine-generated scripts. 

• The AE Mapping: Authority is the possession of active API tokens and liquid compute 
credits. The Consequence is unauthorized data mutation or un-budgeted financial 
depletion. The Consequence Seam is the final, strict validation gateway at the API host 
layer that evaluates whether an inbound payload can alter state. If the gateway lacks a 
seam-stop, the system is un-governable. 

6.2 Smart Contracts and DeFi (Automated State Machines) 

• The Environment: A multi-signature wallet controlling an automated market maker 
contract that programmatically rebalances assets across a blockchain based on external 
oracle inputs. 
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• The Failure of Traditional Control: There is no human administrator to block, no 
traditional session to terminate, and no active directory to revoke. 

• The AE Mapping: Authority is the cryptographic possession of private keys and gas 
tokens. Consequence is the immutable relocation of assets on the ledger. The 
Consequence Seam is not the signing of the transaction, nor the execution of the local 
node code, but the block inclusion step where the consensus engine commits the 
transaction to state. 

6.3 Malicious and Unauthorized Systems (The Adversarial Invariant) 

• The Environment: An adversary establishes persistence inside an enterprise network, 
mutates their identity tokens, and begins preparing a ransomware payload deployment. 

• The Failure of Traditional Control: Traditional governance assumes authority is explicitly 
granted. It struggles to model environments where authority is discovered, stolen, or 
manufactured. 

• The AE Mapping: Authority Engineering does not care if authority is authorized. The 
attacker possesses Authority—the factual capacity to determine a consequential future. 
The Consequence is the encryption of the file system. The Consequence Seam is the 
boundary where the cryptographic write-operation becomes active on disk. Attempts to 
stop the attacker require identifying the precise seam where their unauthorized capability 
meets binding state. 

6.4 Nuclear Command Structures (Analog High-Consequence) 

• The Environment: A distributed, redundant military command structure designed to 
guarantee the execution of a retaliatory strike even during a complete breakdown of 
central communications. 

• The Failure of Traditional Control: Digital access control models cannot capture the 
combination of physical permissive action links (PALs), dual-person rules, and 
distributed deployment logic. 

• The AE Mapping: Authority is the combined possession of launch codes and physical 
keys. Consequence is kinetic missile launch. The Consequence Seam is the physical 
and electronic logic circuit inside the silo that converts matching authorized inputs into 
an ignition signal. 

7. Emergent Architecture: The Regeneration Properties 

Because the ontology is truly primitive, it does not depend on higher-order architectural 
frameworks; rather, it generates them. By observing the interactions of Authority, Consequence 
Seams, and Consequence, the entire taxonomy of enterprise risk, security, and governance 
regenerates naturally: 

• Authority Surfaces: The geometric representation of the entire reachable consequence 
space accessible from an entity's current systemic posture. 
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• Authority Paths: The specific structural, logical, and causal routes through which 
authority travels to approach consequence seams. 

• Delegation: The strategic redistribution of authority relative to a fixed or dynamic 
consequence seam. 

• Escalation: The expansion of an entity's reachable consequence space, structurally 
altering their proximity to a seam. 

• Sovereignty: The localized, absolute capacity to regulate, close, or modify a 
consequence seam. 

• Governance: The comprehensive system of rules, constraints, and validation mechanics 
that dictate the movement of authority relative to consequence seams. 

• Stops: The localized sovereign enforcement mechanisms designed to halt authority 
traversal at the seam boundary. 

8. Conclusion: The Analytical Core of Authority Engineering 

Authority Engineering marks a permanent departure from the mechanics of execution-based 
monitoring. It isolates the discipline from implementation details, focusing entirely on the 
mechanics of how potentiality transforms into material constraint. 

The foundational architecture of the discipline is summarized in a singular, immutable claim: 

Consequence cannot be regulated at consequence. It can only be regulated through authority at 
consequence seams. 

As systems grow more automated, distributed, and abstract, execution will continue to dissolve 
into background noise. Authority Engineering provides the definitive ontology required to 
identify, model, and regulate how authority-bearing possibility becomes binding consequence. 
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Appendix A: Governance Derivation 

Recognition, Legitimacy, and Admissibility 

The core ontology of Authority Engineering intentionally excludes legitimacy from the definition 
of Authority. This exclusion is not a dismissal of operational importance, but the direct result of 
primitive elimination. Authority survives as an irreducible primitive because factual capacity 
exists completely independent of institutional endorsement, lawfulness, approval, or delegation.  

The decisive mechanism of this elimination is the Independence Test. If legitimacy were an 
intrinsic property of Authority, the two variables would be forced to vary together. Across real 
systems, they vary independently.  

The Formal Independence Proof 

The interaction between Authority and legitimacy yields four distinct, mutually exclusive 
systemic states. The existence of all four states serves as a formal proof that Authority and 
legitimacy cannot occupy the same ontological category:  

Authority Legitimacy Operational Reality Architectural 
Interpretation 

Yes Yes Authorized Administrator: Standard, 
policy-compliant capability.  

Effective and 
Recognized 

Yes No 

Attacker with Stolen Credentials: Factual 
capacity to alter state (e.g., 
cryptographic disk encryption) without 
institutional right.  

Effective but 
Unrecognized 

No Yes 

Executive Lacking Operational Power: 
Valid institutional title and role retention 
without active technical credentials or 
state-mutation capability.  

Recognized but 
Ineffective 

No No 
Random Observer: Complete absence 
of systemic capability and institutional 
identity.  

Neither Effective 
nor Recognized 

The existence of all four states proves that Authority and legitimacy cannot be the same 
construct. Authority can exist without legitimacy; legitimacy can exist without Authority. This 
separation exposes a fundamental divergence between the two constructs:  
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• Authority is Descriptive: It is a factual property of reality. It describes what is. Either an 
entity possesses the capacity to determine a consequential future, or it does not. The 
system does not consult policy before Authority exists.  

• Legitimacy is Evaluative: It is a governance judgment. It evaluates what should be. It 
exists exclusively because a rule-bound order applies a qualification framework to an 
observed capability.  

This observation establishes the first derivation boundary: Authority belongs to ontology, while 
legitimacy belongs to governance.  

The Step-by-Step Derivation Chain 

Governance does not simply materialize parallel to the ontology; it regenerates sequentially 
from it. The complete architectural progression tracks the lifecycle of control from raw capability 
to binding constraint:  

Governance ⟶ Recognition ⟶ Legitimacy ⟶ Admissibility ⟶ Consequence Seam Crossing 

 
1. Recognition 

Recognition is the first governance act. It determines which manifestations of Authority 
governance will evaluate. Recognition does not create Authority; Authority is already real if a 
consequential future can be determined. Instead, Recognition merely identifies Authority as an 
object to be evaluated by governance. Without Recognition, there is no governance object upon 
which legitimacy can operate. It serves as the precise boundary layer where governance 
touches ontology.  

2. Legitimacy 

Legitimacy emerges directly from Recognition. It is the governance determination that 
recognized Authority should be treated as valid, proper, authorized, or acceptable within a rule-
bound order. Legitimacy answers a fundamentally different question than Authority. Authority 
asks if consequential futures can be determined; legitimacy asks if that capacity should be 
accepted within an institutional structure. Because it evaluates the actor, credential, or role in a 
general sense, legitimacy lacks the specificity required to govern local thresholds.  

3. Admissibility 

Legitimacy qualifies Authority in a general sense, but Consequence Seams require a more 
specific determination. A system must determine whether that Authority may cross this specific 
Consequence Seam under these exact conditions and produce this consequence. This 
requirement produces Admissibility.  

Admissibility is the set of conditions under which Authority may cross a Consequence Seam. 
This distinction is operationally significant: Admissibility attaches strictly to seam crossing, 
whereas legitimacy attaches to a role, credential, or institution. A highly legitimate actor may still 
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be rendered inadmissible at a particular Consequence Seam due to contextual environmental 
variables—such as timing constraints, jurisdictional boundaries, risk conditions, or quorum 
requirements. Conversely, an admissibility failure does not necessarily negate legitimacy; it 
merely indicates that the Authority cannot be allowed to pass this specific threshold under 
current conditions.  

The Operational Derivation of Sovereignty and Stops 

Admissibility sits precisely at the transition between governance and engineering, making it the 
first genuinely operational construct in Authority Engineering. Governance determines whether 
Authority should be permitted; engineering enforces that determination at the Consequence 
Seam.  

Sovereignty emerges from this structure as the local capacity to determine admissibility at a 
Consequence Seam. It is not a new primitive, but an emergent governance-architectural 
property that exists wherever a system possesses the authority to decide whether seam 
crossing is permitted.  

Stops emerge in turn as the local, sovereign enforcement mechanisms designed to halt 
inadmissible Authority before the boundary is breached. This progression preserves the central 
invariant of the discipline: Consequence cannot be regulated at consequence. Once a binding 
state transition occurs, potentiality is spent and governance is reduced to a forensic, reactive 
posture. Preventative governance must operate before seam crossing, converting abstract 
policy into deterministic engineering exclusively through the mechanics of admissibility.  

Through this progression, governance regenerates from the ontology without altering it. 
Authority, Consequence Seam, and Consequence remain the ontology. Recognition, Legitimacy, 
Admissibility, Sovereignty, and Stops emerge as the governance and engineering structures 
required to regulate how Authority becomes Consequence.  
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Appendix B: Engineering Derivation 

Sovereignty, Stops, and Enforcement 

Appendix A demonstrated that governance regenerates from the ontology through a sequential 
derivation chain:  

Governance ⟶ Recognition ⟶ Legitimacy ⟶ Admissibility ⟶ Consequence Seam Crossing 

 
The purpose of this appendix is to continue that derivation. If governance determines 
admissibility, a new question immediately emerges: How is admissibility enforced?  

The answer produces the first engineering constructs of Authority Engineering.  

Admissibility and the Enforcement Problem 

Admissibility was derived as the set of conditions under which Authority may cross a 
Consequence Seam. This derivation creates an immediate architectural requirement: a 
determination that Authority may or may not cross a Consequence Seam is meaningless unless 
that determination can influence reality.  

A governance decision that cannot affect seam crossing is merely advisory. Authority 
Engineering therefore requires a mechanism through which admissibility decisions become 
operationally binding. This requirement produces the enforcement problem.  

Governance determines whether Authority should be permitted. Engineering determines 
whether that decision will actually govern Consequence Seam crossing. The existence of 
admissibility therefore forces the regeneration of additional structural layers.  

Sovereignty 

Admissibility is a decision. Decisions inherently require a deciding locus. The local capacity to 
make admissibility decisions is Sovereignty.  

Sovereignty is the local capacity to determine admissibility at a Consequence Seam. It is not an 
ontological primitive, nor is it Authority itself or governance in the abstract. It is an emergent 
governance-architectural property generated by the interaction of Consequence Seams and 
admissibility decisions. Whenever a system can decide whether Authority may cross a seam, 
sovereignty exists.  

If you remove sovereignty from the architecture and ask who determines admissibility, the 
function immediately regenerates at the threshold. Sovereignty is therefore inevitable rather 
than asserted. 

This definition intentionally departs from traditional political or organizational interpretations by 
treating sovereignty as a local property rather than a global one. Sovereignty exists wherever 
admissibility can be determined, regardless of institutional scale:  
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• A distributed application programming interface may possess sovereignty over a 
transaction seam.  

• A cryptographic validation engine may possess sovereignty over a signing seam.  

• A military launch system may possess sovereignty over an authorization seam.  

The defining characteristic is not formal title or organizational status; it is the absolute local 
capacity to determine admissibility.  

The Necessity of Stops 

Sovereignty alone is insufficient. A system may possess the capacity to determine admissibility 
while lacking the ability to enforce that determination. This creates a second independence 
problem: the ability to decide and the ability to enforce are not identical.  

A system that can declare Authority inadmissible but cannot prevent seam crossing possesses 
sovereignty without enforcement. Therefore, the existence of sovereignty forces the 
regeneration of another construct: the Stop.  

A Stop is the local mechanism that enforces admissibility at a Consequence Seam.  

• Stops are not policies.  

• Stops are not approvals.  

• Stops are not governance documents.  

• Stops are not monitoring systems.  

A Stop exists only where an admissibility decision can be translated into a physical or logical 
change in seam-crossing outcomes. The defining characteristic of a Stop is therefore not 
observation, but intervention. A Stop prevents inadmissible Authority from crossing the threshold 
and becoming Consequence.  

Enforcement 

Once Stops emerge, enforcement regenerates naturally. Enforcement is the operational 
realization of sovereign admissibility decisions through Stops.  

Enforcement is not a primitive; it is a consequence of the interaction between sovereignty and 
Stops. Without sovereignty, there is no admissibility determination to enforce. Without Stops, 
there is no mechanism through which admissibility can influence seam crossing. Enforcement 
emerges only when both conditions coexist.  

The Locality Principle 

The sequential derivation reveals a critical, immutable engineering property: locality is not an 
implementation preference; it is a structural property of the ontology itself. 
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Sovereignty is local because admissibility is local. Stops are local because Consequence 
Seams are local. Because consequence occurs locally, governance can only become 
operational through local enforcement.  

The Locality Principle  

Engineering authority regulation converges toward consequence seams because admissibility, 
sovereignty, and enforcement are all seam-local phenomena.  

The closer a Stop exists to a Consequence Seam, the more directly it can regulate the transition 
from Authority to Consequence. This structural property prevents Authority Engineering from 
drifting back into obsolete, centralized-control paradigms.  

The Engineering Invariant 

The ontology established that consequence cannot be regulated at consequence. Appendix A 
established that governance regulates consequence indirectly through admissibility. This 
appendix establishes the final engineering requirement.  

The entire Authority Engineering stack emerges as a sequence of answers to progressively 
narrower questions: 

Can consequential futures be determined? ⟶ Authority
Will governance evaluate this authority? ⟶ Recognition
Should this authority be accepted? ⟶ Legitimacy
May this authority cross this seam? ⟶ Admissibility
Who decides? ⟶ Sovereignty
How is the decision enforced? ⟶ Stop
How does enforcement affect reality? ⟶ Enforcement

 

 
Together, these structures convert abstract governance judgments into deterministic operational 
reality.  

Authority, Consequence Seam, and Consequence remain the ontology. Recognition, Legitimacy, 
and Admissibility remain the governance structures derived from that ontology. Sovereignty, 
Stops, and Enforcement emerge as the engineering structures required to ensure that 
governance can meaningfully influence how Authority becomes Consequence.  

 

 

 

Published by Cyber Terrain LLC | cyberterrain.ai DOI: https://doi.org/10.5281/zenodo.21742239


